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Figure 1. Overview of Our Membership Inference Method. Images are generated using an image-to-image pipeline, seeded with
an in-training image (bottom) and an out-of-training image (top), across increasing strengths. A larger strength corresponds to reduced
emphasis on the seed image. The plot on the left shows the similarity between each generated image and its corresponding seed image (the
DreamSim image similarity metric), where smaller values indicate greater similarity. The in-training seed consistently yields more similar
outputs than the out-of-training seed. Our membership inference method exploits this phenomenon.

Abstract

From a simple text prompt, generative-AI image models can
create stunningly realistic and creative images bounded,
it seems, by only our imagination. These models have
achieved this remarkable feat thanks, in part, to the inges-
tion of billions of images collected from nearly every cor-
ner of the internet. Many creators have understandably
expressed concern over how their intellectual property has
been ingested without their permission or a mechanism to
opt out of training. As a result, questions of fair use and
copyright infringement have quickly emerged. We describe
a method that allows us to determine if a model was trained
on a specific image or set of images. This method is compu-
tationally efficient and assumes no explicit knowledge of the
model architecture or weights (so-called black-box mem-
bership inference). We anticipate that this method will be
crucial for auditing existing models and, looking ahead, en-
suring the fairer development and deployment of generative
AI models.

Project Page: genai-confessions.github.io
Data: hf.co/datasets/faridlab/stroll

1. Introduction
Most agree that – despite occasional hallucinations, extra
fingers and toes, and gravity-defying motion – AI-powered
systems are now capable of creating human-like prose, im-
age, and video from a simple prompt. Most also agree
that these systems, in the form of large-language [17], im-
age [19], and video [15] models, are only possible thanks to
the ingestion of massive amounts of human-generated con-
tent. Here, however, is where disagreements begin [6].

As the courts – and the court of public opinion – adjudicate
these matters in the coming years, the question of whether
a model was trained on a specific dataset will be critical.
This so-called question of membership inference is chal-
lenging for a number of reasons. First, training datasets are
massive and often created through large-scale web scraping
without careful record keeping [25]. Second, once trained,
the models are opaque, making a post-hoc inference chal-
lenging. And third, given the competitive landscape and
lack of clear laws, there is currently little incentive for rule
following, with even some former tech CEOs encouraging
young entrepreneurs to steal intellectual property and later
hire lawyers to “clean up the mess” [10].

https://genai-confessions.github.io
https://huggingface.co/datasets/faridlab/stroll
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